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Evidence-based practice requires that health professionals search out the best research evidence to answer their clinical questions. To do so, they must assess the evidence for its validity (can the results be trusted?), impact (what are the results?), and applicability (can/should the results be used in practice?). Usually, a basic understanding of research design – along with some guiding questions – is sufficient to help answer the first question, i.e., are the results valid? 

In addressing the second question (what are the results?), we must realize that the common results reported in the literature, e.g., the effects of exposure to interventions, the 'goodness' of diagnostic tests, the risks of developing a disease, the prognosis associated with a treatment, usually are expressed in statistical terms. Thus to properly assess the results of research requires that health professionals be able to comprehend some key aspects of biostatistics. 

Unfortunately, most health professionals do their best to 'avoid the numbers,' thereby increasing the risk of making incorrect decisions regarding the evidence they review. The purpose of this paper is to correct that problem by giving you the basic knowledge needed to knowledgeably 'assess the numbers', i.e., to answer the key questions that must be asked about the numeric results of clinical research.

Some Basics

Continuous vs. Dichotomous Outcomes

When evaluating a treatment or exposure effect, the outcomes typically are expressed in terms of some measure of health or disease. Normally, these measures are used to assess the impact of an intervention, and the size and direction of that impact. This often involves comparing outcomes between a group exposed to the intervention (the experimental or exposure group) and a group not exposed to the intervention (the control group). The statistical approach used to make these comparisons depends on whether the outcome is a measured as a continuous or dichotomous variable (Sheldon, 2001).

Continuous Variables. Continuous variables are very common in medicine and health care and include any measure that can take on any value in a given range.  Examples include weight, temperature, blood pressure, range of motion, urine output, nerve conduction velocity, and blood pH. Typically, a continuous variable is distributed according to its probability of occurrence in a given population.  For example, the 'average' normal systolic blood pressure is 120 mm Hg. Although this average or mean is the most common value, we know that people have higher and lower systolic blood pressure, with very high or very low levels being relatively rare. Were we to plot the values of a continuous measure like systolic blood pressure (on the X-axis) against their frequency of occurrence (on the Y-axis) in a large sample taken from the general population, we would likely obtain a graph like the one below. 
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This is familiar to most as the normal probability curve, with the mean (and median) representing the mid-point of the curve and the 'tails' representing the more rare occurrences at the high and low of the range of the measure.

Of course not all continuous variables are normally distributed. For example, were we to take a sample of new patients admitted to a morbid obesity treatment program, we might find that their weights were not distributed normally, but instead were skewed, with some very extreme weights 'dragging' the mean to the right (a right or positive skew), as below:
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Studies that use continuous measures usually compare the mean values of the outcome (or dependent) variable between two or more groups of subjects, with one group usually representing the 'control,' i.e., a group that receives either no treatment or the traditional standard treatment. As depicted in the figure to the right, if the group means vary from each other, we attribute the difference to the treatment effect. Depending on the variable and the direction of the difference between groups, the comparison may indicate either a positive or negative effect. Whether the group means differ 'significantly' and by how much is determined by application of the appropriate statistical test. Normally, the Student's t-test is used to compare 2 group means, while three or more group means are compared using the analysis of variance (ANOVA). 

Dichotomous Variables. In contrast, there are many health-related outcomes or events that are measured as either being present or absent, e.g., live/die, cured/not cured, discharged/not discharged, pregnant/not pregnant, etc. As with a continuous variable, a dichotomous outcome may be defined either as a negative event, e.g., the occurrence of stroke, or as a positive event, e.g., being cancer-free for five years after treatment.

When derived from a sample, such measures represent the likely percentage or proportion of people in the population who exhibit the attribute of interest. For example, assume that 20 patients out of a sample of 50 in a smoking cessation program successfully quit smoking after completion of the program. This 40% (20/50 = 0.40) expresses the probability of a person in the program successfully quitting smoking. 

In clinical trials, cohort and case-control studies, the effect of a treatment or exposure with a dichotomous outcome normally is portrayed using a 2x2 table. As shown below, a 2x2 table compares the number of subjects who exhibit/don't exhibit the specified outcome (or "event") between a treatment (or exposed) group and an untreated or unexposed control group.

2x2 Table for Assessing Dichotomous Outcome Due to a Treatment or Exposure

	 
	Outcome

	
	Event (Yes)
	No Event (No)

	 
	+
	-

	Treated/Exposed 

(Experimental Group)
	a
	b

	Untreated/Unexposed 

(Control Group)
	c
	d


The first table row includes all subjects (a + b) either receiving the designated treatment or exposed to a putative causal factor. The proportion of these subjects who experience the outcome event (good or bad) is a/(a+b). Epidemiologists call this the Experimental Event Rate or EER: 

Experimental Event Rate (EER) = a/(a + b)


The second table row includes all subjects (c + d) who do not receive the treatment of interest or are not exposed to the putative causal factor. The proportion of these subjects who experience the specified outcome event (good or bad) is c/(c + d). In epidemiology this is called the Control Event Rate or CER: 

Control Event Rate (CER) = c/(c + d)

For example, below is hypothetical data from a randomized controlled trial on a new drug to treat septic shock, which typically has a mortality rate above 80%. The outcome is this example is defined positively as survival (vs. death). 

	 
	Outcome

	
	Survival
	Death

	 
	+
	-

	Treated/Exposed 

(Experimental Group)
	34
	16

	Untreated/Unexposed 

(Control Group)
	7
	43


Computation of the experimental and control event rates are as follows:

Experimental Event Rate (EER) = a/(a + b) = 34/(34 + 16) = 34/50 = 0.68 or 68%

Control Event Rate (CER) = d/(c + d) = 7/(7 + 43) = 7/50 = 0.14 or 14%

Based on these data, it would appear that the new drug has a large positive impact, increasing the proportion of patients who survive from 14% to 68% (an absolute increase of 54%). The various ways to express this change and measure its statistical significance will be discussed under the Therapy section of this paper. 

Making Continuous Variables Dichotomous. Sometimes investigators choose to turn continuous dependent variables into dichotomous ones. Variables such as six-minute walking distance, number of asthma attacks per month, or blood pH easily can be transform into dichotomous data. To do so, one first defines a threshold value that constitutes an important improvement or worsening. Then one simply categorizes subjects into two groups: those whose measure is above the defined threshold and those who fall below it. Of course, this approach is valid only if the chosen threshold is clinically meaningful (Jaeschke, et al., 1995). 

Statistical Significance - Point vs. Interval Estimates of Effect

Good research is designed in such a way that its results (measured on a sample of subjects) can be generalized to the population from which the subjects came. Were this not the case, research findings would have no meaning outside the context in which the individual study took place, and the publication and sharing of results would be of little value to practicing clinicians. 

However, since the whole population is seldom if ever included in any study, any measure of effect or exposure on a sample of subjects is at best an estimate of what might be in the population. Ideally, we would like these sample estimates of effect or exposure to be as close as possible to the population value, but in reality we never know this with complete certitude.

Inferential statistics is that branch of statistics that allows us to make inferences from a sample to a population about the effects of a treatment or exposure, i.e., to generalize the research results. Many different inferential statistics are available to measure whether these effects are present, the size of these effects, and the confidence we should have in them. However, there are only two basic ways to express these effects: as point estimates or as interval estimates.

Point Estimates. Statement such as "after treatment, the systolic blood pressure in the experimental group was 4 mm Hg lower than in the control group (t = 1.51, p = .09) or "the case group exhibited an increased risk for developing breast cancer (risk ratio = 3.1, p = .03)" are both point estimates. They usually provide (a) a measure of the actual effect (4 mm Hg in the first example; the odds ratio of 3.1 in the second) and (b) a probability value (the 'p =' value). 

Point estimates are based on a tradition of hypothesis testing which begins with the assumption that there is no difference between the experimental/exposure and control groups on the outcome measure. We call this assumption of no difference between groups the null hypothesis. The null hypothesis is essentially a 'straw man' that we try to knock down or disprove by showing that a difference actually does exist between our groups (the alternative hypothesis). 

However, as noted above, we can never be 100% certain that what we observe in our sample is what really exists in the population. Indeed – due to random errors in sampling, i.e., chance occurrences – there may be times that we observe a difference between our control and experimental/exposure groups that does not or would not exist in the population. The p-value value represents the probability that an observed difference between the experimental/exposure and control groups is a chance occurrence. Thus when a statistical test is reported to have a "p = 0.01," it indicates that the probability is 1 out of 100 that the observed finding was due to chance and not due to the treatment or exposure. Conversely, one could say with 99% confidence that the observed finding is 'meaningful' – meaningful in the sense of whatever hypothesis was stated. Using the above examples of point estimates, the following table provides their statistical interpretation:

	Statement
	Statistical Interpretation

	after treatment, the systolic blood pressure in the experimental group was 4 mm Hg lower than in the control group (t = 1.51, p = .09)
	The probability of finding this difference between groups (4 mm Hg) by chance is 0.09 or 9 out of 100. We can only be 91% confident that this difference is due to the treatment

	the case group exhibited an increased risk for breast cancer (risk ratio = 3.1, p = .03)
	The probability of finding this difference (odds ratio = 3.1) by chance is 0.03 or 3 out of 100. We can be 97% confident that the observed difference is due to the exposure 


Although the above interpretations explain the meaning of the p-value, they don't provide any indication as to its use. How much confidence do we need to conclude that an observed difference is NOT due to chance and is 'meaningful'? Is being 97% confident good enough? Or should I be at least 99.9% confident?  

Researchers and statisticians must therefore always accept the possibility that what they observe is not a true difference, but simply a chance aberration. However, to minimize the likelihood of being wrong, researchers have traditionally preset an acceptable level of probability against the possibility of observing a difference due to chance. This acceptable 'error level' is called the alpha level (designated by the Greek () and by tradition usually is set to 0.05 (note: ( sometimes is set to 0.01, but less commonly). With ( = 0.05, a researcher is stating in advance that she only wants to make a mistake in attributing an observed difference between groups to the treatment or exposure (instead of to chance) 1 time in 20. 

Should the results of statistical analysis provide a p-value greater than 0.05, e.g., p = .10, the researcher would not be willing to claim that the null hypothesis was false. In statistical parlance, when the probability of the observation occurring by chance (p-value) is greater than the acceptable error level ((, usually 0.05), 'all bets are off' and the findings are deemed "not statistically significant." 

On the other hand, if the results of statistical analysis provide a p-value less than 0.05, e.g., p = .02, the researcher would be willing to 'bet' that the null hypothesis was false and that the observed difference was in fact a real one, i.e., not a chance occurrence. In statistical parlance, the researcher would be able to state that "the findings were statistically significant." 

These statistical decision rules are summarized in the following table:

Statistical Decision Rules for Point Estimates at ( = 0.05

	Probability of Point Estimate (p-value)
	Statistical Decision
	How Described

	> 0.05
	Fail to reject null hypothesis (unacceptably high probability that the observed difference is due to chance)
	not statistically significant; no significant difference (NSD) 

	< 0.05 
	Reject null hypothesis (accept difference as due to treatment or exposure with 95% confidence)
	statistically significant difference


The above decision rules underlying point estimation set up a simple dichotomy: either the point estimate of the difference between groups is statistically significant or it is not. This either/or result is certainly simple to understand, but unfortunately is fraught with major problems (Rothman & Greenland, 1998).

The first problem is that p-values vary not only with the size of the difference between groups (the bigger the difference, the smaller the p-value), but also with the size of the study sample(s). If the number of subjects in the sample is very large, a very small difference between groups may be statistically significant. Conversely, if the sample size is small, a large difference between groups may not achieve statistical significance. 

The second problem is that a point estimate only tells us whether or not an effect is present (the simple dichotomy described above). It gives us no clear indication of the possible range of the effect size that we might expect in the applicable population. This makes it difficult to judge the clinical importance of any observed difference between the treated/exposed and control groups.  

These problems can be avoided if one recognizes that decision-making is best enhanced when clinicians are provided with estimates of the size and range of the effect rather than just a yes/no statement of statistical significance. This is accomplished by supplementing point estimates with confidence intervals.  

Intervals Estimates (Confidence Intervals). Unlike a point estimate, a confidence interval (CI) provides a range of values within which the true effect may lie. Below are our two prior examples, with CI data added: 

	Statement
	Statistical Interpretation

	after treatment, the experimental group's systolic blood pressure was 4 mm Hg less that the control group's (t = 1.51, p = .09, 95% CI –3.5,10.3)
	The difference between groups (4 mm Hg) was not statistically significant. The true difference could be as low as -3.5 mm Hg or as high as 10.3 mm Hg

	the case group exhibited an increased risk for breast cancer (risk ratio = 3.1, p = .03, 95% CI 1.8, 4.8)
	Subjects in the case group exhibited a statistically greater risk (3.1x) for developing breast cancer than those in the control group. The true risk ratio could be as low as 1.8 or as high as 4.8


As indicated above, the two bounds or limits that define a CI indicate the range of values likely for the true effect according to a specified level of confidence (usually 95%). 

Meaning. The correct theoretical meaning of a 95% CI is as follows: if the same study were done 100 times on 100 samples from the same population, 95 of the 100 (95%) resulting CIs would include the true effect size. A more common (although not absolutely correct) interpretation is that we can be "95% confident" that the true value lies within the bounds of the CI. 

Interpretation. In addition to providing the plausible range of the effect that we might expect in the population, a confidence interval also reflects the size of the study upon which the effect estimate is based, and with it the precision of the estimate.* Specifically, all else being equal, the larger the sample size, the narrower the CI and the more precise the estimate of the effect. Conversely, the smaller the sample size, the wider the CI and the more uncertainty we have in estimating the actual effect. The table below summarizes these relationships:

	Sample
	CI 
	Meaning

	small
	wide
	imprecise estimate

	large
	narrow
	precise estimate


In addition, one can discern directly from the CI whether or not the effect is significant. Specifically, if the CI overlaps the null value, i.e., no difference between treatment/exposed and control groups, then the effect was not significant (and visa versa). In assessing this relationship one should note that the null value usually is 0 for mean differences on continuous variables, but typically is 1 for the common dichotomous variable comparisons such as the odds and risk ratios.

Of course this also reveals a close relation between CIs and p-values. Specifically, if a 95% confidence interval excludes the null value, then you can be quite sure that the point estimate p-value is less than 0.05.

Below are some graphic examples that demonstrate the interpretation of various confidence intervals (indicated by the arrowed line):
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	Example A: wide CI, imprecise estimate, overlaps null value (effect is not statistically significant)
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	Example B: narrow CI, precise estimate, does not overlaps null value (significant positive effect)
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	Example C: wide CI, imprecise estimate, does not overlaps null value (significant negative effect)

	
	


Last, the CI is useful in assessing the clinical importance of a study's findings. As shown below, for studies with statistically significant effect sizes (CI does not overlap null), one should look at the lower limit of the CI (the smallest plausible effect size) and ask "if the effect were as small as this, would it be worth using?" Assuming that the sample patients are similar to yours, if you answer this question 'yes,' then the effect was positive and likely beneficial for your patients. If you answer 'no,' then the effect was positive but not clinically important for your patients.  
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	Assuming that the study patients are like your patients, if you answer 'yes' to this question, then the effect was positive and likely would be of benefit to your patients. If the answer is 'no,' then the effect was statistically significant but not clinically important for your patients. 


Conversely, before automatically dismissing them, you should also look closely at studies that report no significant effect (CI overlap the null value). As shown below, in these cases you should look at the upper limit of the CI (the largest plausible effect size) and ask "if the intervention effect were as large as this, would it be worth using?" If you answer yes to this question, you are recognizing the point estimate was not statistically significant in this study (perhaps due to a small sample size), but that there still might be an important clinical effect (study is negative but not definitive). Only if the answer is to this question is "no" should you dismiss the study's findings as both negative and definitive. 
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	Assuming that the study patients are like your patients, if you answer this question 'yes,' then the point estimate was not significant but there might be an important clinical benefit for your patients. If 'no,' then the study's findings are both negative and definitive. 


Evidence-Based Statistics: Therapy/Prevention

Most therapy and prevention research involves clinical trials, either true randomized RCTs or quasi-experimental designs that try to 'match' subjects on essential characteristics. Therapy (and prevention) outcomes can be expressed in terms of continuous or dichotomous measures. These outcomes may be positive/beneficial or negative/harmful. 

Continuous Outcome Measures for Therapy

The classic experimental design involves comparing subjects randomly assigned to two or more groups on a dependent or outcome variable measured on an interval or ratio scale. Typically, we test the null hypothesis of no difference between or among the means of these groups. For a two-group comparison (i.e., control and experimental groups) the most common test for differences is the student's t-test. When comparing the means of three or more groups, the statistic of choice is the F ratio, computed via a one-way analysis of variance or ANOVA. 

In either case, a point estimate of the difference is computed along with the test statistic. If the computed test statistic (t or F) exceeds the critical value for the chosen significance level, we reject the null hypothesis and accept its alternative, i.e., the means of the groups do indeed differ. Ideally, the point estimate should be supplemented with a confidence interval for the difference in means. 

T-Test Example. The tables below provide details on a typical t-test comparison of two groups on a continuous measure, in this case weight loss in kilograms (a positive outcome) after diet therapy. In this example, two groups underwent an 8-week diet program, with group 1 receiving the standard diet only and group 2 receiving the standard diet plus an herbal supplement designed to suppress appetite. The first table provides the summary statistics for weight loss in each group after the 8-week period. The second table provides the t-test statistics.

Summary Statistics for Weight Loss

	GROUP
	N
	Mean
	Std. Deviation
	Std. Error Mean

	1
	18
	-1.13
	1.66
	.39

	2
	18
	-5.01
	2.72
	.64


T-Test for Difference in Mean Weight Loss

	t
	df
	p
	Mean

Difference
	Std. Error Difference
	95% CI

	
	
	
	
	
	Lower
	Upper

	5.159
	34
	.000
	3.8778
	.75164
	2.35
	5.41


Normally, the data in the second table would be presented in narrative form, such as:

The mean difference of 3.9 kg between the herbal supplement and control groups was statistically significant (t= 5.16, df = 34, p <0.001, 95% CI = 2.35 to 5.41). 

As indicated in the t-test table and narrative, the p-value for the point estimate of the difference between the means is < 0.05 and thus statistically significant. Based on this we should expect and do indeed observe that the 95% CI does not overlap zero, indicating a plausible range of weight loss when adding this supplement to the diet regimen of 2.35 to 5.41 kg. From a clinician's perspective (assuming similar patients), if the 2.35 kg additional weight loss (the low end of the CI) is considered important (and safety is confirmed), then she should consider adding the supplement to her patient's dietary regimens. 

Were you to observe that the p-value for the above t-test was not significant (> 0.05), you should not immediately dismiss the study. As previously suggested, you should look at the upper limit of the CI, which indicates the largest plausible effect size. If the effect size at the high end of the CI is clinically important to you, even if the point estimate is not statistically significant, you should consider the study findings equivocal and the treatment as being potentially useful until proved otherwise (usually by a larger trial).

ANOVA Examples. ANOVA is used to compare the means of three or more groups. The two most common ANOVA models seen in the literature are one-way and factorial ANOVA. 

One-Way ANOVA. As an example of one-way ANOVA, assume that a study is reporting on a Phase III double-blinded RCT (randomized clinical trial) of a new drug developed to treat severe hypertension in adults. The objectives of the trial are (1) to assess the efficacy of the drug as compared to placebo and (2) to assess whether the increased risks of a higher dosing strategy are worthwhile. To address these questions, 60 subjects were recruited at random from a pool of otherwise healthy patients between 45 and 80 years old whose untreated diastolic blood pressure has been 90 mm Hg or higher for at least 6 months. Subjects were randomly assigned to three groups: those in group 1 received a daily placebo, those in group 2 a 10 mg dose of the drug, and those in group 3 a 20 mg dose. The outcome measure is diastolic blood pressure (the lower the better).

The results of ANOVA are commonly portrayed graphically using box and whiskers plots (aka boxplots). A chart plotting the data from this example drug trial as boxplots is portrayed below. 
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	Boxplot of drug trial. Each of the three drug dose group (0, 10, 20 mg) is represented by a boxplot on the X-axis, while the outcome variable (diastolic BP) is plotted on the Y-axis. Each boxplot provides a graphic representation of the distribution of its group's blood pressure, with the horizontal line inside the red box being the median value, the lower and upper box margins being the 25th and 75th percentiles respectively, and the "whiskers" (lines extending above and below) the box represent the farthest values that are not outliers, usually defined as within 3/2 times the interquartile range, or the 75th – 25th percentile). Outliers, if present, may be plotted as circles or points beyond the whiskers (none are present here).


In this example, visual inspection of the boxplots indicates that the medians of the groups differ from each other, but that the there is some overlap in the distributions, especially between the 10 and 20 mg groups. How larger are these differences and are they statistically significant? 

To answer these questions, we conduct a two-step ANOVA. The first step is to compute a statistic called the F-ratio, that – like the t-test – tells us if we have a significant difference between groups. The table below presents the summary statistics for the ANOVA conducted on our drug trial data:

ANOVA

Diastolic Blood Pressure

	
	SS
	df
	MS
	F
	p

	Between Groups
	2146.8
	2
	1073.4
	46.9
	.000

	Within Groups
	1304.9
	57
	22.9
	
	

	Total
	3451.7
	59
	
	
	


As with the t-test, our primary interest in an ANOVA table is the summary statistic (F-ratio) and its probability, in this case 0.000 (p < .001). For those interested, see the note below for an explanation of the how the F-ratio is computed*).

As with the t-test, if the p-value for the F-ratio is less than 0.05, then a statistically significant difference exits between groups. Unlike the t-test, however, the F-ratio doesn't tell us which groups differ or by how much, only that at least one group differs from another. If we want to know which group are significantly different from each other (the point estimate) and by about how much (the confidence interval), we need to perform a second step in the analysis, that is to to compare each possible pair of means, in our example, group 1 (placebo, 0 mg) to group 2 (10 mg), group 1 (0 mg) to group 3 (20 mg), and group 2 (10 mg) to group 3 (20 mg). Since they are conducted after computation of the ANOVA F-ratio (and only if the F-ratio is significant), we call these comparisons post hoc comparisons. The table below summarizes the post hoc comparison for our drug trial using the Tukey HSD method.

Tukey HSD Post Hoc Comparisons

Diastolic Blood Pressure

	
	
	Mean 

Diff (I-J)
	p
	95% CI for

Mean Diff

	(I) Drug Dose
	(J) Drug Dose
	
	
	Lower Bound
	Upper Bound

	10
	0
	-10.50
	.000
	-14.14
	-6.86

	20
	0
	-14.10
	.000
	-17.74
	-10.46

	20
	10
	-3.60
	.053
	-7.24
	.04


In the above example it is clear that both drug dosages produce a statistically significant reduction in blood pressure. At the 10 mg dose the reduction is 10.5 mm Hg (p < 0.001, 95% CI = -14.14 to -6.86). At the 20 mg dose, the reduction is 14.1 mm Hg (p < 0.001, 95% CI = -17.74 to -10.46). But the observed reduction between the 10 mg and 20 mg groups of 3.6 mm Hg is NOT statistically significant (p = .053, 95% CI = -7.24 to .04). However, given the lower bound of this CI (-7.24 mm Hg), the small observed difference might not be considered definitive if a reduction of that magnitude would be important to one's patients. 

Because the approach described above is limited to a single independent grouping variable (in this case different drug dosages), it is called one-way ANOVA. In clinical research, however, we often want to simultaneously assessing the effects of two or more independent variables on a single outcome variable. To do so requires a technique called factorial ANOVA. 

Factorial ANOVA. Factorial ANOVA provides the same information that you would obtain from conducting multiple one-way ANOVAs, but in addition assesses the combined effects of the independent variables. These combined effects are called interactions. 

As an example, assume that researchers want to compare the impact of two special cardiac rehabilitation exercise routines designed to increase cardiac ejection fraction (EF) after myocardial infarction (the outcome variable) against a control group receiving general conditioning exercises. Based on prior research, the researchers suspect that the effect of the exercise routines may vary by gender, which they include as a second independent variable. 

Factorial ANOVA

Change in Ejection Fraction
	Source
	SS
	df
	MS
	F
	P

	Gender (between)
	.002
	1
	.002
	.61
	.438

	Method (between)
	1.174
	2
	.587
	17.81
	.000

	Gender * Method
	.695
	2
	.348
	10.54
	.000

	Error (within)
	1.780
	54
	.033
	 
	 


The first two rows of this table are interpreted the same as before, with the emphasis on the F-ratio and its p-value. According to this interpretation, cardiac ejection fraction did NOT differ significantly between men and women (F = 0.61, p = .438), whereas the three method groups did exhibit significant differences in the outcome variable (F = 17.81, p < 0.001). The third row of the above table provides the unique information only available via factorial ANOVA, i.e., the interaction between the two independent variables, gender and exercise method (gender * method). Not that this interaction is statistically significant, meaning that in at least one of the treatment groups, the response to the various exercise methods depends on patient gender. 

As with one-way ANOVA, the results of factorial ANOVA normally are analyzed further via post hoc comparisons in order to determine the magnitude and range of the effects. Often, the results of factorial ANOVA also are presented graphically, using what are called profile plots. A profile plot depicts the group means by independent variables. 

The profile plot for our rehab study is shown to the right. The vertical (Y) axis is always the dependent variable (change in ejection fraction in our example). One independent variable (or factor) is then plotted on the horizontal (X) axis. The other independent variable is then plotted as separate lines, one for each of its categories. Connecting points for these lines represent the group means on the dependent variable for each interaction. This profile plot clearly shows that gender interacts with exercise method #2. Whereas in both the control and method #1 groups, men tend to have greater increases in ejection fractions, in the method #2, the improvement in ejection fraction is greater for women and substantially so.

The following figure shows a selection of representative profile plots for a hypothetical 2x3 (2 factors with 3 levels) factorial ANOVA. At the upper left is an example of no main effects and no interaction. Means on the independent variable do not differ between Factor A and Factor B, nor does any change take place at different levels of Factor B. 

Figure adapted from: Garson, G.D. (1998). Univariate GLM, ANOVA, and ANCOVA Retrieved March 19, 2005 from http://www2.chass.ncsu.edu/garson/pa765/anova.htm
At the top right is an example of both of two factors exerting independent effects (no interaction). Factor A2 has higher means that A1. And Factor B2 has higher means that either B1 or B2. But we know that there is no interaction between Factor A and B because the lines are parallel or at least nearly parallel. The middle left figure shows the influence of a single main effect (Factor A), with no interaction (parallel lines). Were the single main effect that of the factor plotted on the horizontal axis (in this case Factor B, we might see something more the middle right graph.  

Factor interactions are evidence in profile plots when the lines either substantially diverge from parallel or intersect, as seen in the bottom two graphs in the above figure. In both cases, we can see that for one or more of the interactions, the level of one factor depends on the level of the other. This is the classic definition of interaction in a factorial experiment.  

Dichotomous Outcome Measures for Therapy

Group comparisons based on dichotomous outcome measures normally are made using various risk-related measures. All these measures derive from the basis 2x2 contingency table previously discussed and reproduced below. 

2x2 Table for Assessing Dichotomous Outcome Due to a Treatment or Exposure

	 
	Outcome

	
	Event (Yes)
	No Event (No)

	 
	+
	-

	Treated/Exposed 

(Experimental Group)
	a
	b

	Untreated/Unexposed 

(Control Group)
	c
	d


Experimental Event Rate (EER) = a/(a + b)
Control Event Rate (CER) = c/(c + d)

The following are the common therapy/prevention statistics used to assess a dichotomous outcome due to a treatment or exposure:

	Statistic
	Term
	Definition
	Formula

	Absolute risk reduction
	ARR
	The difference in the event rate between the control and treated/exposed groups
	CER-EER

	Relative risk
	RR
	The ratio of the probability of the event in the treated/exposed compared to that in the control group
	EER/CER

	Relative risk reduction
	RRR
	The percent difference in events in the treated group compared to that in the control group
	(CER-EER)/CER or

1 – RR 

	Number needed to treat
	NNT
	The number of patients that must be treated for one patient to benefit (or to prevent one adverse outcome)
	1/[ARR]*


*To avoid negative NNTs, use the absolute value of the ARR, signified as [ARR]

As an example, let's return to our (simulated) randomized controlled trial on a new drug to treat septic shock in which the outcome was defined positively as survival (vs. death). 

	 
	Outcome

	
	Survival
	Death

	 
	+
	-

	Treated (Experimental) 
	34
	16

	Untreated (Control)
	7
	43


Computations. First we compute the experimental and control event rates: 

Experimental Event Rate (EER) = a/(a + b) = 34/50 = 0.68 or 68%

Control Event Rate (CER) = c/(c + d) = 7/50 = 0.14 or 14%

Now we apply the above formulas to compute the applicable statistics: 

Absolute risk reduction (ARR) = CER – EER = 0.14 - 0.68  = -0.54 = -54%

Relative risk (RR) = EER/CER = 0.68/0.14 = 4.86

Relative risk reduction (RRR) = [CER – EER]/CER = [0.14 - 0.68]/0.14 = -3.86 = -386%

Number needed to treat (NNT) = 1/[ARR] = 1/0.54 = 1.85

Interpretation. Because all of the above statistics were originally developed to study negative outcomes associated with exposure to a disease or disease-causing agent, there interpretation can be a bit confusing, especially when applied to assess positive therapeutic outcomes. For this reason it is always best to interpret the numbers based on an understanding of the formula from which they were derived. 

As the difference in the event rate between the control and treated/exposed groups, the absolute risk reduction (ARR) tells us in absolute terms the amount by which the treatment or exposure affects the outcome. For positive events, if the event rate in the exposed/treated group is greater than that in the control group (a negative ARR), this suggests a potential benefit from the exposure or treatment. Similarly, if the positive event rate in the exposed/treated group is less than that in the control group (a positive ARR) the exposure or treatment is not helping and may actually be harmful (by decreasing the likelihood of a benefit). In this scenario, the ARR is –0.54 (a negative ARR), meaning that 54% fewer patients in the control group can be expected to survive than those in the experimental group. 

As the ratio of the probability of the defined event in the treated group compared to that in the control group, the relative risk (RR) tells us that those receiving this treatment are nearly five times (4.86x) as likely to survive as those who do not. Relative risk (RR) is always interpreted relative to its null value of 1.0. For positive treatment outcomes computed as above, an RR > 1.0 indicates a beneficial effect, whereas an RR < 1.0 indicates a detrimental effect. If the outcome is defined negatively (for either a treatment or an exposure), the interpretation is the opposite, i.e., an RR > 1.0 indicates a detrimental effect, whereas an RR < 1.0 indicates a beneficial effect. Regardless of how the outcome is defined, the further away the RR is from 1.0, the greater the strength of the association between the intervention and the outcome.

As the percent difference in events in the treated group compared to that in the control group, the relative risk reduction tells us the relative amount by which the treatment or exposure affects the outcome. Since the numerator of the RRR equation is the ARR, its interpretation is the same, i.e., for positive events, negative RRRs suggests a potential benefit from the exposure or treatment while positive RRRs indicate that exposure or treatment is not helpful and may be harmful (by decreasing benefit). In this scenario, the RRR = -386%, indicating that patients in the control group are 386% less likely to survive septic shock than those in the experimental group receiving the new drug. 

As number of patients that must be treated for one patient to benefit, the number needed to treat tells us how many patients would need to receive the treatment in order to benefit (or avoid a negative outcome if so defined). In our example the NNT is 1.85 or two patients, meaning that on average, we need only treat two septic shock patients with the new drug to have one survive. Regardless of outcome (positive or negative), the more effective a treatment or intervention, the lower the NNT. 

P-values and Confidence Intervals. Although not commonly reported, p-values can be computed for the relative risk (RR) using standard 2x2 table statistics (Chi-square, Fisher's exact test, etc). On the other hand, confidence intervals can and should be reported for all these statistics. Below are the computed 95% confidence intervals (CIs) for our simulated drug trial's outcome statistics:*
	Statistics
	Value
	95% CI

	Absolute risk reduction (ARR)
	54%
	37.9 - 70.1

	Relative risk (RR)
	4.86
	2.38- 9.91

	Relative risk reduction (RRR)
	386%
	138% – 891%

	Number needed to treat (NNT)
	1.85
	1.43 - 2.64


Interpreting the CIs for the absolute risk reduction (ARR), relative risk reduction (RRR), and number needed to treat (NNT) is the same as previously discussed, i.e., if the CI does not overlap zero, the statistic is significant. However, because the null value for relative risk (RR) is 1, its interpretation is different. For the RR, if the CI does not overlap 1, the statistic is significant. As evident above, the CIs for the outcome measures in our drug trial indicate that all statistics are significant at the 95% confidence level.

Which Measures to Choose? Given that they are all based on the same foundation (EER and CER), one might ask if any of these measures are redundant, or if all are needed. The answer is that they all provide slightly different information, which requires a bit of understanding, especially as related to the impact of baseline risk. 

The problem lies in the fact that the RR does not give us any real knowledge of the magnitude of the absolute risk. For example, a treatment that increases the probability of a positive outcome from 1% to 2% has the same RR (2.0) as a treatment that increases this probability from 25% to 50%. In terms of a defined negative outcome, an RR of .33 may mean that the treatment reduces the risk of an adverse event from 3% to 1% or from 60% to 20%. Obviously, these are very different outcomes. The RRR shares the same problem as the RR, i.e., it does not take into account the number of people in the control group who experience the outcome, i.e., the baseline risk.  

For these reasons, when assessing an intervention study, you should interpret the RR and RRR based on knowledge of the baseline risk. Both the ARR and the NNT (1/ARR) do this. 

As a hypothetical example, in a study of a new psychotherapeutic treatment for memory loss in middle-aged men, if 2% of those in the control group have memory loss (CER = 0.02) and the treatment halves the risk of memory loss to 1% (EER = 0.01), then the RR is: EER/CER = 0.1/0.02 = 0.50 (a 50% reduction in the risk of memory loss). Although halving of the risk sounds like a large effect, the absolute risk reduction (ARR) is only: 

ARR = CER-EER = 0.02 – 0.01 = 0.01

and the number needed to treat (NNT) is:

NNT = 1/ARR = 1/.01 = 100

Thus the risk reduction can be expected in only about 1 patient per 100. This statistic is certainly less impressive sounding than saying that the treatment cuts the risk of memory loss in half. 

To further illustrate these concepts, consider the impact of the same treatment (which still halves the risk) on a sample that has a much higher baseline risk for the outcome, e.g., elderly men. Assuming an RR = 0.50, if the risk of the memory loss in the control group (CER) is 0.2, then the risk in the treatment group (EER) will be 0.2 x 0.5 = 0.1. In this scenario, the ARR is 0.2–0.1 = 0.1, and the NNT is 1/0.1=10. In other words, on average we would only need to treat 10 elderly men to prevent one additional case of memory loss. As indicated by the RR, the effectiveness of the treatment is the same, but the impact is much greater because the baseline risk in the untreated group is so much higher.

Evidence-Based Statistics: Harm

There are three general ways to study the association between an intervention/exposure and the harm (negative outcome) it might cause: clinical trials, cohort studies and case-control studies. 

In clinical trials, we randomly assign subjects to intervention and non-intervention groups, and prospectively follow-up by observing the incidence of one or more defined outcome or events. Prospective cohort studies are similar except that the exposure or treatment is not controlled by investigators. Instead, subjects are chosen or classified according to whether or not they have been exposed to the treatment or risk factor (Jaeschke, et al., 1995). 

In clinical trials and prospective cohort studies, the statistics used to assess the association between an intervention or exposure and harm are the same as those used to assess therapeutic outcomes, but with the outcome always defined as a negative event. 

As a hypothetical example, assume that a large prospective cohort study is conducted to assess the risk of circulatory disorders (blood-clotting, heart attack and stroke due to hemorrhage) in young women taking oral contraceptives. Below is the 2x2 table. 

	 
	Circulatory Disorders

	 
	+ (Yes)
	- (No)

	Experimental/Exposed 

(use contraceptives) 
	24
	22976

	Control/Not Exposed 

(no contraceptive use)
	5
	22995


Computations. First we compute the experimental and control event rates as before: 

Experimental Event Rate (EER) = a/(a + b) = 24/23000 = 0.001043 or 0.104%

Control Event Rate (CER) = c/(c + d) = 5/23000 = 0.000217 or 0.022%

Now we apply the same formulas we used under therapy to compute the applicable statistics (as before, confidence intervals can be computed on all of these): 

ARR = CER - EER = 0.000217 - 0.001043 = -0.000826 = -0.0826%

RR = EER/CER = 0.001043 /0.000217 = 4.80

RRR = [CER – EER]/CER = [0000217 - 0001043]/0000217 = -3.80 = -380%

Number needed to harm (NNH)= 1/ARR = 1/0.000826 = 1210.7 = 1211

As with the application of these statistics to assess therapy outcomes, confidence intervals can and should be computed and reported on the above measures. Likewise, interpretation of these statistics is the same as with therapeutic outcomes, with the following two exceptions:

1. When assessing negative outcomes (harm), if the event rate in the exposed/treated group is less than that in the control group (positive ARR and RRR) this suggests a potential benefit from the exposure or treatment. On the other hand, if the event rate in the exposed/treated group is greater than that in the control group (negative ARR and RRR) the exposure or treatment may be harmful

2. when assessing negative outcomes (harm) via RCTs or prospective cohort studies, we express 1/ARR as the number needed to harm (NNH), with larger numbers indicating lower risk (since large numbers indicate that the adverse effect occurs less frequently)

Based on these interpretation guidelines, the data for the above hypothetical cohort study indicates that:

· about  0.08% fewer patients not taking oral contraceptives can be expected to develop cardiovascular complications than those taking oral contraceptives

· those taking oral contraceptives are nearly five times (4.80x) more likely than those not taking oral contraceptives to develop cardiovascular complications

· those not taking contraceptives are 380% less likely to develop cardiovascular complications than those taking oral contraceptives

· about 1211 patients would have to be taking oral contraceptives for 1 to experience a cardiovascular complication

In addition to demonstrating how we use statistics to assess for harm, the above example highlights the importance of baseline risk, as previously discussed under therapy. In this scenario the baseline risk for cardiovascular complications is very low (0.022%). Thus, although the relative risk and relative risk reduction suggest a large effect, the absolute risk reduction is miniscule, and the number needed to harm very high (indicating that an adverse effect occurs very infrequently). 

Odds Ratio. Not all harm studies can or should be conducted prospectively. Indeed, when explicitly seeking knowledge about a potentially harmful effect, it usually is considered unethical to plan and prospectively expose human subjects to a deleterious intervention. It is for this reason that investigators studying potentially harmful exposures or interventions use a retrospective design, i.e., the case-control study. 

In a RCT or prospective cohort study, subjects are chosen or categorized according to whether they have been or will be exposed to a treatment or risk factor. On the other hand, subjects in a case-control study, are selected based on whether or not they have experienced an event, i.e., they begin the study with or without the event rather than with or without the intervention or exposure (Jaeschke, et al., 1995). Thus subjects with the harmful outcome (the cases) are matched with and compared to subjects who have not experienced this outcome (the controls). The goal is to determine if the odds of exposure differ between the two groups.  

Because in a case-control study the control subjects are chosen by the investigator, the risk ratio cannot be used to make this determination (for calculation of the RR we need to know the prevalence in the population, and this information is not available in a case-​control study). Instead, we compute the odds ratio.

The odds ratio is defined as the odds of exposure to the risk factor among the cases, compared with the odds of exposure to the risk factor among the controls. To understand the odds ratio, you need to understand a little about the difference between the probability and odds. 

Probability vs. Odds. Both probability and odds are ways of expressing the likelihood of an event, such as having gastroesophageal reflux disease (GERD). The probability of a patient having GERD is simply the number of patients with GERD divided by the total number of patients. On the other hand, the odds of having GERD is computed by dividing the number of patients with GERD by the number of patients without GERD. In word formulas:

probability = frequency of condition/total population

odds = frequency of condition/frequency of non-condition

For example, assume that you work in a GI clinic that serves 750 patients. Of these 750 patients, 150 have a diagnosis of GERD. The probability of a clinic patient having GERD is 

probability = frequency of condition/total population = 150/750 = .20 (1 in 5)

On the other hand, the odds of a clinic patient having GERD is 

odds = frequency of condition/frequency of non-condition = 150/600 = .25 (1 in 4)

If you know the probability of an event, you can easily convert it to an odds. Simply divide the probability by one minus the probability. In our above example: 

odds = probability/(1 – probability) = .20/(1 - .20) = .20/.80 = .25

Conversely, if you know the odds in favor of an event, the probability is just the odds divided by one plus the odds. In our above example: 

probability = odds/(1 + odds) = .25/(1 + .25) = .25/1.25 = .20

The same 2x2 table used to computer the relative risk is used to compute the odds ratio. Conceptually, however, there are two differences. First, we start with a pre-defined outcome. At the outset of the study, subjects with the harmful outcome are defined as the cases, while a matched group of subjects who have not experienced this outcome are defined as the controls.  Second, we work backward in time to determine who was or wasn't exposed to the risk factor. 

2x2 Table for Computing Odds Ratio of Cases to Controls

	 
	Outcome

	
	Case (Yes)
	Control (No)

	 
	+
	-

	Exposed to Risk Factor
	a
	b

	Not Exposed to Risk Factor
	c
	d


We then compute two odds – one for each group of subjects:

odds of exposure to the risk factor among cases = a/c

odds of exposure to the risk factor among controls = b/d

Mathematically, the odds ratio is the ratio of these two odds, i.e.

	odds ratio (OR) =
	a/c

	
	b/d


A little algebraic manipulation allows us to modify the above formula such that the OR is simply computed as the cross-product of the 2x2 table cells, i.e., 

OR = ad/bc

Example Computation. As an example, let's take a look at a real case-control study that assessed the association between melanoma and the use of sun beds and sun lamps.*
2x2 Table for Computing Odds Ratio of Cases to Controls

	 
	Malignant Melanoma 

	
	Case (Yes)
	Control (No)

	 
	+
	-

	Exposed to Sun Beds/Lamps
	67
	41

	Not Exposed to Sun Beds/Lamps
	210
	242


We can then proceed to compute the two odds and their ratio:

odds of prior exposure to sun beds/lamps among melanoma cases = 67/210 = 0.319

odds of prior exposure to sun beds/lamps among controls = 41/242 = 0.169

	odds ratio (OR) =
	0.319
	= 1.88

	
	0.169
	


Alternatively, we can compute the odds ratio in a single step:

OR = ad/bc

OR = (67 x 242)/(41 x 210) = 1.88

As with the risk ratio, we can compute a confidence interval around the odds ratio. In the above melanoma example, the 95% CI interval for the odds ratio is 1.22 to 2.90. 

The interpretation of the odds ratio is equivalent to that for the risk ratio in that both have null values equal to 1.0. Thus an OR of 1.0 (or more precisely, an OR with a CI that overlaps 1.0) means there is no difference between the groups in their odds of prior exposure to the risk factor. An OR > 1.0 (with a CI that does not overlaps 1.0) means that the odds of prior exposure to the risk factor among the cases is significantly greater than among the controls, with an OR < 1.0 having the opposite meaning. In our example, the OR is significant and indicates that the melanoma cases were about twice as likely to have been exposed to sun beds/lamps as those without melanoma.

Number Needed to Harm Derived from Odds Ratio. When the odds ratio for adverse event is reported, the number needed to harm (NNH) cannot be computed in the same manner as was done with relative risk (e.g., 1/ARR). This is because we don't know the prevalence of the event when doing a case-control study. If we know the odds ratio and can estimate this incidence, called the Patient Expected Event Rate or PEER, we can determine the number needed to harm using the following formula: 

	number needed to harm (NNH) =
	(PEER*(OR-1))+1

	
	PEER*(OR-1)*(1-PEER)


As with the computation of NNT or NNH when measuring absolute risk reduction, a confidence interval can be computed for this odds ratio-based  NNH.

As an alternative to the above formula, you can use one of the following two tables* to estimate NNH (or NNT) when the odds ratio is known. The first table is for situations in which the odds ratio is less than 1. This will occur in case-control studies of harm when the odds of prior exposure to the risk factor among the cases is less than among the controls. It will also pertain in therapy studies using the odds ratio when a bad outcome is prevented by therapy.

	 
	For Odds Ratios LESS than 1

	
	0.9
	0.8
	0.7
	0.6
	0.5
	0.4
	0.3

	Patient Expected Event Rate (PEER)
	0.05
	209
	104
	69
	52
	41
	34
	29

	
	0.10
	110
	54
	36
	27
	21
	18
	15

	
	0.20
	61
	30
	20
	14
	11
	10
	8

	
	0.30
	46
	22
	14
	10
	8
	7
	5

	
	0.40
	40
	19
	12
	9
	7
	6
	4

	
	0.50
	38
	18
	11
	8
	6
	5
	4

	
	0.70
	44
	20
	13
	9
	6
	5
	4

	
	0.90
	101
	46
	27
	18
	12
	9
	4


The second table is for situations in which the odds ratio is greater than 1. This will occur in case-control studies of harm when the odds of prior exposure to the risk factor among the cases is greater than among the controls. It will also pertain in therapy studies using the odds ratio when a good outcome is increased by therapy or when a side-effect is caused by therapy. 

	 
	For Odds Ratios GREATER than 1

	
	1.1
	1.25
	1.5
	1.75
	2
	2.25
	2.5

	Patient Expected Event Rate (PEER)
	0.05
	212
	86
	44
	30
	23
	18
	16

	
	0.10
	113
	46
	24
	16
	13
	10
	9

	
	0.20
	64
	27
	14
	10
	8
	7
	6

	
	0.30
	50
	21
	11
	8
	7
	6
	5

	
	0.40
	44
	19
	10
	8
	6
	5
	5

	
	0.50
	42
	18
	10
	8
	6
	5
	4

	
	0.70
	51
	23
	13
	10
	9
	8
	7

	
	0.90
	121
	55
	33
	25
	22
	19
	18


As an example, assume that a dermatologist's patient population has an incidence of melanoma of 5% (0.05). Based on the previously computed odds ratio of 1.88 and using the above table (For Odds Ratios > 1), we can determine that somewhere between 23-30 of her patients would have to be exposed to sun beds/lamps in order for one case of melanoma to develop.

Relationship Between Odds Ratio and Relative Risk. Some investigators report the odds ratio (instead of relative risk) for the results of clinical trial and prospective cohort studies. When the event being measured is quite rare, the OR and RR are numerically similar (as a rule of thumb, if the probability of the event is less than 0.1, you can consider the OR and RR as equivalent). On the other hand, if the outcome is more common then this, the odds ratio will overestimate the relative risk. This overestimation worsens at higher ORs.

Evidence-Based Statistics: Diagnostic Tests

In addition to wanting to know the impact of treatments or exposures, clinicians often are interested in the performance of the tests they use to make diagnoses. Studies of test performance take one of three forms: studies of repeatability, studies of agreement or studies of validity. Repeatability studies simply determine if a test produces consistent results, either over repeated administration or as judged by multiple observers. Test agreement and validity studies compare a new or emerging diagnostic test to an existing one. The difference is whether this comparison is to a 'gold standard,' i.e., a test that results in a generally definitive and unequivocal diagnosis. In test agreement studies, the comparison is not necessarily to a gold standard. In test validity studies, the comparison must be to a gold standard. Here we focus on diagnostic validity studies.*   

The primary purpose of diagnostic validity studies is to assess how well a test distinguishes between those with and without the disease or disorder in question. In addition, test validity studies often provide information that clinicians can use when making decisions about whether to test or treat their patients.  

As with therapy outcomes, diagnostic test results can be expressed dichotomously or as continuous measures. An example of a dichotomous test result would be a pathologist's determination of biopsy results for diagnosis of prostate cancer – either cancer is present or it is not. A related example of a test result measured on a continuous scale would be the Prostate Specific Antigen (PSA) blood test, a tumor marker assay used for prostate cancer screening whose values can range from 0 ng/mL to well over 100 ng/mL. 

Diagnostic Tests with Dichotomous Results

The basis for assessing test results that are expressed dichotomously is the same 2x2 table use previously, with some key differences (see below). Here the columns represent the results on the gold standard test that defines whether the disease is present (+) or absent (-). The rows represent the results of the test being compared to the gold standard, either positive (+) or negative (-). 

	
	Disease 
Present

(+)
	Disease 
Absent

(-)

	Test 
Positive

(+)
	True 
Positives

(TP)
	False

Positives

(FP)

	Test 
Negative

(-)
	False 
Negatives

(FN)
	True

Negatives

(TN)


Each cell in the table thus classifies subjects as being either with or without the disease and having either positive or negative results on the diagnostic test being evaluated. Those with the disease and testing positive are referred to as "true positives" (TP), while those without the disease who test negative are considered "true negatives" (TN). On the other hand, those with the disease who have negative test results are classified as "false negatives" (FN), while subjects without the disease who test positive are referred to as "false positives" (FP). 

Of course the ideal test would perfectly distinguish between those with and without the disease, meaning that everyone would be classified as either a TP or TN, with no FP or FN cases whatsoever (100% 'accurate' – see below). With the exception of some gold standard tests, this ideal is seldom achieved. It is for this reason that statistics have been developed to help clinicians assess diagnostic test quality and apply test results to patient decision-making. 

Common Diagnostic Test Statistics - Definitions and Computations. The table below summarizes the common statistics used to assess the performance of diagnostic tests that provide a dichotomous outcome. Computations (including confidence intervals) are readily performed by computer software or Web-based applets such as SISA's excellent Diagnostic Effectiveness Calculator at: http://home.clara.net/sisa/diagnos.htm
	Measure
	Definition
	Computation

	Prevalence

(Pretest Probability)
	the proportion of total patients who have the disease
	(TP+FN)/ (TP+FP+FN+TN)

	Sensitivity
	the proportion of patients with the disease or condition who test positive
	TP/(TP+FN)

	Specificity
	the proportion of patients without disease or condition who test negative
	TN/(TN+FP)

	False Positive Rate
	the proportion of positive test results in individuals without the disease or condition.  
	FP/(FP+TN) or 

1–specificity

	False Negative Rate
	the proportion of negative test results in individuals with the disease or condition  
	FN/(FN+TP) or 

1–sensitivity

	Accuracy
	the proportion of people who were correctly identified as either having  or not having the disorder
	(TP+TN)/

(TP+FP+FN+TN)

	Positive Predictive Value 
	the probability that the patient has the disease when the test result is positive 
	TP/(TP+FP)

	Negative Predictive Value
	the probability that the patient does not have the disease when the test result is negative 
	TN/(TN+FN)

	Likelihood Ratio (+)
	the probability of a positive test result in patients with disease compared to the probability of a positive test result in patients without disease
	[TP/(TP+FN)]/

[FP/(TN+FP)] or

sensitivity/

(1-specificity)

	Likelihood Ratio (-)
	the probability of a negative test result in patients with disease compared to the probability of a negative test result in patients without disease
	[FN/(TP+FN)]/

[TN/(TN+FP)] or

(1-sensitivity/

(specificity)


Examples. Below are two hypothetical examples, both from the An Introduction to Information Mastery, Department of Family Practice, College of Human Medicine, Michigan State University, available online at: http://www.poems.msu.edu/InfoMastery/ Computations for both examples were provided by the Contingency Table Calculator from the Clinical Decision Making Program, Department of Family Medicine, University of Ohio Health Sciences Center, available online at: www.crmef.org/DxCases/2x2Depression.xls
First, consider the presence or absence of the symptom of dyspnea on exertion (DOE) in the diagnosis of congestive heart failure (CHF) in a cardiology practice with 259 patients:

	
	CHF

(+)
	No CHF

(-)

	DOE 
(+)
	41

(TP)
	183

(FP)

	DOE
(-)
	0

(FN)
	35

(TN)


	
	Proportion
	95% Confidence Interval

	
	Estimate
	Lower
	Upper

	Prevalence
	0.1583
	0.1138
	0.2028

	Sensitivity
	1.0000
	1.0000
	1.0000

	Specificity
	0.1606
	0.1118
	0.2093

	False positive rate
	0.8394
	0.7907
	0.8882

	False negative rate
	0.0000
	0.0000
	0.0000

	Accuracy
	0.2934
	0.2380
	0.3489

	Positive Pred Value
	0.1830
	0.1324
	0.2337

	Negative Pred Value
	1.0000
	1.0000
	1.0000

	Likelihood Ratio +
	1.1913
	1.1241
	1.2625

	Likelihood Ratio -
	0.0000
	NA
	NA


According to these data, about 1 in 6 of these patients (0.16 or 16%) have CHF (the prevalence). The sensitivity of dyspnea on exertion (DOE) for the diagnosis of CHF is 1.0 or 100%, whereas the specificity for this symptom is only about 16%. Due to its perfect sensitivity, DOE has no false negatives. However, due to its poor specificity, its false positive rate is very high, at about 84%. With a negative predictive value of 1.0, a clinician can be absolutely sure that if a patient does not exhibit DOE, they will not have CHF. On the other hand, the likelihood of those with this symptom having CHF is only about 1 in 5 (PPV = 0.18 or 18%). The probability of DOE in patients with CHF is not that much different than the probability of this symptom in patients without CHF (the likelihood ratio for a positive test = 1.19), whereas the probability of not having DOE in patients with CHF as compared to the probability of a negative finding in patients without CHF (the likelihood ratio for a negative test) is zero. Overall these results indicate that among these patients, the absence of DOE (a negative 'test') is very good at ruling out CHF, but the presence of DOE (a positive 'test') is not very good at ruling in CHF. Overall accuracy is low (0.29 or 29%) due primarily to the poor specificity and high false positive rate.

Now consider the physical assessment sign of a gallop (S3) murmur heard on auscultation in the diagnosis of CHF in the same 259 patients:

	
	CHF

(+)
	No CHF

(-)

	Gallop

Murmur 
(+)
	10

(TP)
	3

(FP)

	No Gallop

Murmur 
(-)
	31

(FN)
	215

(TN)


	
	Point
	95% Confidence Interval

	
	Estimate
	Lower
	Upper

	Prevalence
	0.1583
	0.1138
	0.2028

	Sensitivity
	0.2439
	0.1125
	0.3754

	Specificity
	0.9862
	0.9708
	1.0017

	False positive rate
	0.0138
	-0.0017
	0.0292

	False negative rate
	0.7561
	0.6246
	0.8098

	Accuracy
	0.8687
	0.8276
	0.9099

	Positive Pred Value
	0.7692
	0.5402
	0.9983

	Negative Pred Value
	0.8740
	0.8325
	0.9155

	Likelihood Ratio +
	17.7236
	5.0965
	61.6356

	Likelihood Ratio -
	0.7666
	0.6439
	0.9129


The sensitivity of a gallop murmur for the diagnosis of CHF is only about 0.24 (24%), whereas the specificity for this finding is 0.99 (99%). Due to its low sensitivity, a gallop murmur has a high false negative rate (76%). However, with very high specificity, its false positive rate is very low, at about 1%. With a negative predictive value of 0.87, a clinician can be quite confident that if a patient does not have a gallop murmur, they will not have CHF, but somewhat less confident that those with this sign have CHF (PPV = 0.77 or 77%). The probability of a gallop murmur in patients with CHF is very much higher than the probability of this sign in patients without CHF (the likelihood ratio for a positive test = 17.7), whereas the probability of not having a gallop murmur in patients with CHF is not that much different than the probability of a negative finding in patients without CHF (likelihood ratio for a negative test = 0.77). Overall these results indicate that among these patients, the presence of a gallop murmur (a positive 'test') is very good at ruling in CHF, whereas the absence of a gallop murmur (a negative 'test') is only moderately useful at ruling out CHF. Overall accuracy is good (0.87 or 87%), due to the high specificity and moderate to high PPV and NPV.

Guidelines in Assessing Test Results. Comparison of the above two diagnostic tests reveals some important considerations in assessing results of studies reporting similar data. 

Prevalence. Obviously prevalence is not a function of the test being assessed, but the sample of patients used to conduct the assessment and construct the 2x2 table. Prevalence is important in understanding some of the other test results and in predicting 'post-test' probabilities (discussed below). 

Sensitivity and Specificity. Sensitivity and specificity are based on the column data in the 2x2 table and should be interpreted together, since they represent "two sides of the coin." When assessing the evidence, we need to know both how well a test rules in a diagnosis and how well it rules it out. A useful rule of thumb, called SpPINs and SnNOUTs is as follows:

	SpPIN
	Specific test when Positive test rules the diagnosis IN

	SnNOUT
	Sensitive test when Negative rules the diagnosis OUT


Based on the above rule of thumb, a sensitive test is best for ruling out a diagnosis. This is because sensitive tests have very few false negatives. When the sensitivity of a test is high and a negative test occurs, the probability of it being a true negative is also high. In our CHF examples, dyspnea on exertion is a good example of SnNOUT. 

On the other hand, a specific test is best for ruling in a diagnosis. This is because specific tests have very few false positives. When the specificity of a test is high and a positive test occurs, the probability of it being a true positive is also high. In our CHF examples, a gallop murmur is a good example of SpPIN.

One caveat in assessing studies reporting sensitivity and specificity is the potential for spectrum bias. Classically spectrum bias occurs when the population used to assess a diagnostic test does not include the appropriate spectrum of patients needed to generalize the results. For an extreme example, if our sample does not include any patients without the target disorder, we cannot assess the test's specificity or any related measure. 

Although sensitivity and specificity are independent of disease prevalence (and thus minimally affected by differences in the occurrence of the disorder in a given sample), many diseases exhibit a range of severity. Ranges of disease severity can change sensitivity and specificity. For example, with more severe disease, the probability of a positive test result may be higher (thus increasing sensitivity and decreasing specificity). On the other hand, in less severe cases, false negatives might increase and the test might miss the diagnosis. For these reasons, the sensitivity and specificity reported in a study may not be a good reflection of the test's value among your patient population.

False Positive and False Negative Rates. The false positive and false negative rates are the reciprocals of specificity and sensitivity, i.e.:

	False Positive Rate
	1–specificity

	False Negative Rate
	1-sensitivity


Given that sensitivity and specificity provide the same information, false positive and false negative rates often are not reported. However, these relationships can be helpful in comprehending the meaning of sensitivity and specificity and the SpPIN/ SnNOUT rule of thumb above. The more sensitive a test, the fewer false negatives. The more specific a test, the fewer false positives. 

What levels of sensitivity and specificity (or false positive or false negative rate) are 'good'? Of course, a perfect test has a sensitivity and specificity = 1.0 and false positive and false negative rates = 0. However, this idea is seldom if ever achieved. Of course, the higher the sensitivity and specificity, the better. A very good general purpose test would tend to have sensitivity and specificity values above 0.90. However, this general rule does not take into account what might be different purposes of the test, or the significance of a false positive or false negative result. 

What if false positive results are especially undesirable, e.g., a breast cancer test for which a positive result would lead to mastectomy? In these cases, one would want to assure the highest possible specificity. On the other hand, if a false negative result is undesirable, as might be the case for a screening test for HIV, one would want to assure high sensitivity. In this manner, as many patients with the disease as possible would be detected by the test, and false negatives would be minimized.   

Accuracy. Accuracy is simply the proportion of all patients correctly classified, i.e., the sum of true positives and true negatives divided by the total number of patients. As such it is a composite measure that to be high required both a high level of sensitivity and specificity. However, accuracy can be decreased by either a low sensitivity or a low specificity. Thus accuracy is only critical if it is important that a test exhibit both high sensitivity and specificity.

Positive and Negative Predictive Values. The positive and negative predictive values (PPV and NPV) are based on the row data in the 2x2 table. PPV and NPV tell the clinician how likely a diagnosis is given a negative or positive test result. Unlike sensitivity and specificity, disease prevalence has a significant impact on both PPV and NPV, with PPV being most affected. For example, even if the sensitivity and specificity of a given test is high, PPV can be very low if the prevalence of the disorder is low. For this reason, you should consider the PPV and NPV applicable only when the clinical prevalence in your patients is equivalent to that reported in the study. It also is important to note that in case-control studies, disease prevalence is set by case selection. For this reason, PPV and NPV values are inappropriate and immaterial in these study designs. 

Likelihood Ratios. Likelihood ratios (LRs) are an alternate way to assess test performance. LRs can be computed for either a positive or negative test result and also can be used to assess tests that provide a range of results (as opposed to just dichotomous results). Given a particular result, a LR tells us the probability that the results are "true," i.e., how well a given test either rules in (LR+) or rules out (LR-) the likelihood of disease. The basic interpretation of LRs is as follows:

	If LR- ( 0.1
	If LR (LR+ or LR-) ( 1.0
	If LR+ ( 10

	negative test will be very good at ruling the disorder OUT
	test not very helpful in ruling disorder in (LR+) or out (LR-)
	positive test will be very good at ruling the disorder IN


In our CHF examples, dyspnea on exertion (DOE) had a LR- = 0, indicating that a clinician could be highly confidence in ruling out a diagnosis of CHF in patients negative for DOE. On the other hand, the gallop murmur had a LR+ of 17.7, indicating that clinicians finding this sign on physical assessment can be highly confident in ruling CHF in when conducting their differential diagnoses.

Likelihood ratios also underlie the application of Bayes Theorem to compute the probability of a diagnosis based on prior knowledge (pre-test probability) of the prevalence of a disorder. Applying Bayes Theorem to diagnostic testing, we can state that the:

Probability of Diagnosis (Post-Test Probability) = Prevalence of Disorder (Pre-Test Probability) x LR

Application of this formula allows one to estimate how much the result on a diagnostic test changes the probability that a patient has a disease. To make application of this formula easy, a Likelihood Ratio Nomogram was developed by Fagan in 1975 (figure to the left). To use this alignment nomogram, follow these steps:

1. Mark the pre-test probability on the left vertical line (this is usually based on the disorder's prevalence, but may be modified on the basis of your patient pool or risk factors present in a particular patient)

2. Mark the likelihood ratio of the diagnostic test being used on the middle line

3. Draw a line connecting the pre-test probability and the likelihood ratio. Extend this line until it intersects with the post-test probability. The point of intersection is the new estimate of the probability that your patient has the target disorder.

Fagan's Likelihood Ratio nomogram. From Sackett, D.L., Straus, S.E., Richardson, W.S., Rosenberg, W., & Haynes, R.B. (2000). Evidence-based medicine. How to practice and teach EBM. Edinburgh: Churchill Livingstone.
Diagnostic Tests with a Continuous Range of Values (ROC Curves)
2 x 2 tables are a good way to assess diagnostic test performance when results are dichotomous. But what if the test results are not dichotomous but instead exist along a range of either ordinal or interval values? In this case, numerous combinations of sensitivity and specificity exist, with each combination dependent on the 'cutpoint' chosen to separate normal from abnormal values. Indeed, for a diagnostic test result whose values exist on a true continuum, there exist an infinite number of combinations of sensitivity and specificity.

For example, below is a table showing how well the T4 RIA test differentiates between those with hypothyroidism and those with normal thyroid function at four different ranges of the assay.*  

	T4 (μg%)
	Hypothyroid
	Normal Thyroid

	( 5
	18
	1

	5.1 - 7
	7
	17

	7.1 - 9
	4
	36

	( 9
	3
	39


The problem is choosing a cutpoint for normal/abnormal. In this example, if we were to choose a T4 of 5 μg% or below, the test would certainly be quite specific, but probably not very sensitive. On the other hand, choosing a cutpoint of 9 μg% or above would certainly make the test quite sensitive, but probably not very specific. 

A Receiver Operator Characteristic (ROC) curve is a tool for assessing how well various values of a diagnostic test with a continuous range differentiate among those with and without disease. As shown below, a ROC curve plots a test’s false positive rate on the X-axis (1 – specificity), against its sensitivity (or true positive rate) on the Y-axis for a range of cutoff points. 


Understanding ROC Curves. The upper left corner of the graph, point A, represents a hypothetically perfect diagnostic test. At this point, sensitivity and specificity = 1 and the FP and FN rates = 0. Point B on the actual ROC curve (red) represents the point of maximum sensitivity and specificity for the plotted test (usually less than 1,1). Point C on the ROC curve represents the hypothetical point of maximum sensitivity (1) and 0 specificity, while point D represents the hypothetical point of maximum specificity (1) and 0 sensitivity. The area under the curve represents the overall accuracy of a test; the larger the area, the better the test. The dashed diagonal represents the points of equal false and true positive rates, i.e., a test that provides a diagnosis with "50-50" accuracy, as with a coin flip or random guess (the area under the dashed 'curve' = 0.5).

The ROC curve to the right represents that for the T4 test previously discussed. As immediately evident, the test is less than 'perfect,' falling, somewhat below the upper left corner of the graph. Three different test values are plotted on the curve, representing three possible cutpoints for differentiating between hypothyrodism and normal thyroid function (5, 7 and 9 μg%). At the lowest potential cutpoint of 5 μg%, the false positive rate is near 0 (specificity ( 1). At the highest potential cutpoint of 9 μg% sensitivity is approximately 0.90, but the specificity falls to about 0.40 (1-0.60). Typically, the computer programs used to generate ROC curves also create 'coordinates' tables that provide details on the various points along the curve. An example of a coordinates table for the T4 ROC curve is provided below. 

	Cutpoint
	Sensitivity
	Specificity
	TP
	FN
	TN
	FP

	5
	0.56
	0.99
	0.56
	0.44
	0.99
	0.01

	7
	0.78
	0.81
	0.78
	0.22
	0.81
	0.19

	9
	0.91
	0.42
	0.91
	0.11
	0.42
	0.58


Selecting a Cutpoint. To select a diagnostic cutpoint, one must weight the costs of false positive vs. false negative test results. In general, when the 'costs' of a false positive and false negative test result are equal, you select the cutoff point on the ROC curve closest to the upper left corner (7 μg% in our above example). At this point, the number of true positive and true negative results is maximized. On the other hand, if false positive results are especially undesirable, one would want to set the cutoff point for the test further to the left on the ROC curve (5 μg% in our above example), thus maximizing specificity. The trade-off will be a decrease in sensitivity, i.e., an increase in false negatives. If, on the other hand, if a false negative result is especially undesirable, one would want to set the cutoff point for the test further to the right on the ROC curve (9 μg% in our above example), thus maximizing sensitivity. In this manner, as many patients with the disease as possible are detected by the test, and false negatives are minimized.   

Comparing ROC Curves.  ROC curves also can be used to compare two or more tests, as below:

[image: image4.wmf] 

 


Figure from Rainey, P. Sensitivity, specificity and beyond. University of Washington School of Medicine. Retrieved May 2, 2004 from http://faculty.washington.edu/pmrainey/SensSpec03.doc
Since the area under the ROC curve represents the overall accuracy of a test, those closest to the upper left corner (A and B in the above example) are the most accurate (as compared to C). Also one can see by the position and shape of their curves that test A tends to be more sensitive and a bit less specific, while test B tends to be more specific and considerably less sensitive

When ROC curve areas are reported in a diagnostic study, you can use the ' academic point system' to the left as a rough guide for assessing the accuracy of a test (Tape, n.d.). For example, the area under the T4 ROC curve is .86. According to this system, the T4 would be considered "good" at distinguishing between patients with hypothyroidism and those with normal thyroid function. The best comparative diagnostic test studies use maximum likelihood methods to estimate curve areas and their standard errors. In this manner, one can determine whether statistically significant differences exist between ROC curve test areas, in a manner similar to t-test or ANOVA comparison of means. 
Evidence-Based Statistics: Prognosis

The prognosis of a disease or disorder refers to its possible outcomes and their likelihood of occurrence (Laupacis, 1994). Although the most commonly studied disease outcome is mortality (patient survives or patient dies), there are many other outcomes that can and have been studied. Examples include restoration of normal function, recurrence of malignancy, and 

A prognostic factor is a patient-related characteristic used to predict a patient outcome. As predictors, prognostic factors are associated with a given outcome, but are not necessarily the cause of  that outcome. Common prognostic factors include patient-specific attributes such as age or gender, disease-specific attributes such as stage or severity, and the presence or absence of other conditions affecting outcomes, i.e., comorbidities. 

How do prognostic factors differ from risk factors (discussed under Harm)? In general, risk factors are associated with the initial development of disease, whereas prognostic factors are associated with disease progression or its final outcomes. For example, smoking is a key risk factor for developing certain forms of lung cancer, but (in patient having lung cancer) is not a particularly useful prognostic indicator. On the other hand, the stage of a cancerous lung tumor, i.e., a disease-specific attribute, is a good prognostic factor predicting the outcomes of patients with lung cancer (Laupacis, 1994).
Most prognostic studies employ the prospective cohort design. The results of prognostic studies can be measured and expressed in several different ways. These include: 

· Absolute 'point-in-time' measures, e.g., survival rate at 5-years

· Cumulative measures over time, e.g., 'survival tables' or curves

· Relative measures, e.g., risk from prognostic factor 

Absolute or 'Point-in-Time' Measures. Simple prognosis studies can use the same basic 2x2 table methods previously discussed under therapy and harm to measure the probability of outcome events associated with a disease, such as death or survival. Below is a simple hypothetical example comparing gender as a prognostic factor in predicting outcomes of lung cancer (in this example survival is not significantly associated with gender):

	 
	5 Year Survival

	 
	+ (Yes)
	- (No)

	Male
	20
	135

	Female
	16
	158


The many problems with this approach should be self-evident. Foremost among these problems is that we know nothing about the past or the future, only the present. It only gives us simple 'point-in-time' probabilities, and tells us nothing about the potential timing of events. For example, the above table tells us nothing about who died when or what might happen to the survivors. Like a single frame in a movie film, we're not getting the whole picture. 

A second potential problem is that this single 'point-in-time' frame may not include all the 'actors,' i.e. the patients. There potentially are those lost to follow-up, for whom subsequent survival status is not known. 

Last, some actors may not be who they seem. For example, what if all the 'survivors' die the month after the study is completed? Would that not be at least misleading? 

Indeed, this absolute or 'point-in-time' approach is satisfactory only if we are assessing events that occur within a short time period and if we can account for all patients during that period (Jaeschke, et al., 1995). Since that is seldom the case 

Cumulative Measures Over Time (Survival Analysis). Since the timing of events is usually of interest in prognostic studies, we need ways to assess their occurrence over time. One approach would be to construct several 2x2 tables, for example 1, 2, 3, 4 and 5-year survival tables. Such tables would cumulatively show what happens to all patients after their enrollment in the study. This general approach, in which we analysis accumulated data on patient outcomes over time, is called survival analysis. Although the label includes 'survival,' survival analysis does not have to focus on survival or death as the event of interest. Any patient outcome can be assessed using these methods. 

Using survival analysis methods, we can:

· Estimating the probability that a patient with a particular condition will survive for a given time period

· Estimating the median survival time for a group of patients

· Comparing the likelihood of survival in two groups of patients receiving different treatments

Key to understanding survival analysis is the notion of censored data. In survival analysis, patient data is 'censored' if the patient animals experience the defined event over the time course of the study. All of the following are potential examples of censored data in a survival analysis in which death is the defined event:

· Patient who are alive at the end of the study

· Patient who are lost to follow-up ('withdrawals')

· Patient who die during the study period from some unrelated condition.

· Patient who are observed for varying lengths (due to entry different times)

The advantage of survival analysis over absolute or 'point-in-time' measures is that censored data can be used in the assessment. 

Life Table Analysis. The simplest approach to survival analysis is the use of life tables. Life tables are constructed by dividing time into intervals (usually equal), and then counting for each interval (a) the number of subjects who have not experienced the event at the start of the interval, (b) the number who experience the event during the interval, and the number who are lost to follow-up or withdrawn during the interval (censored data). Using the life table method, those who have not experienced the event at the end of a time interval are considered at risk for the entire interval.

The following table provides a simple example (from Lee, 1992, p. 91). Presented in the cumulative survival rate of males with angina pectoris over a 16-year period (survival time is measured as years from the time of diagnosis). The columns provide the number of patients who died, number censored (withdrawals) and number surviving for each year of the study. 

	Year
	Number Entering
	Number
Died
	Number 
Censored

	1
	2418
	456
	0

	2
	1962
	226
	39

	3
	1697
	152
	22

	4
	1523
	171
	23

	5
	1329
	135
	24

	6
	1170
	125
	107

	7
	938
	83
	133

	8
	722
	74
	102

	9
	546
	51
	68

	10
	427
	42
	64

	11
	321
	43
	45

	12
	233
	34
	53

	13
	146
	18
	33

	14
	95
	9
	27

	15
	59
	6
	23

	16
	30
	0
	30


Based on these numbers, several additional statistics can be computed, along with accompanying graphics: 

	Number of Cases at Risk
	The number of cases that entered an interval, minus half of the number of cases lost or censored in the respective interval

	Proportion 'Failing'
	The ratio of the number of cases in an interval who 'fail,' i.e., experiencing the event, divided by the number of who complete the interval without experiencing the event

	Proportion Surviving
	Reciprocal of the proportion failing, i.e., 1 - proportion failing

	Cumulative Proportion Surviving (Cumulative Survival Function)
	The cumulative proportion of cases surviving up to the respective interval (computed by multiplying the probabilities of survival across all previous intervals)

	Probability Density


	The estimated probability of failure in the respective interval, computed per unit of time

	Hazard Rate
	The probability per time unit that a case that has survived to the beginning of the respective interval will fail in that interval

	Median Survival Time
	The survival time at which the cumulative survival function equals 0.5 (not necessarily the same as the point in time up to which 50% of the sample survived; the two are equivalent only when these is no censored data prior to this time)


The following graph is a plot of the survival function curve for these data. At the beginning of the study, survival = 1.0 (100%). Cumulative survival progressively decreases, until at the end of the study it is quit small. The median survival time (about 5.3 years) can be read directly from the survival function curve in the manner shown, i.e., by drawing a horizontal line from the 50th percentile of the function (0.50 on the Y-axis) to its intersection with the curve, then dropping a vertical line to the X-axis)
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Using the same data we can plot the hazard function for these patients:
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The hazard function graph shows that the death rate in these patients is highest in the first year after diagnosis. Between the first year and the tenth year, the event rate (death) remains relatively constant, fluctuating around 10%. Thereafter, the death rate tends to increase. 

Clearly, as compared to the 'point-in-time' approach, these analytic methods provide a 'moving picture' of events over time that give clinicians (and their patients) much better knowledge of what to expect in terms of disease outcomes. 

Kaplan-Meier Survival Analysis. Rather than classifying events in a life table using arbitrary time intervals, one can we can estimate the survival function based on continuous survival or failure times, i.e., by treating each individual case's time to event as its own unique interval. If one multiplies out the survival probabilities across all these individual intervals (one for each case), you obtain a survival function formula, called the Kaplan-Meier product-limit estimator. 

The advantage of the Kaplan-Meier approach to survival analysis over the life table method is that the resulting estimates do not depend on the grouping of the data into time intervals. As with life table analysis, the Kaplan-Meier approach can produce survival curves. More importantly, Kaplan-Meier survival analysis can be used to compare survival curves, most commonly using a non-parametric log-rank test (testing the null hypothesis of no difference between curves). Below is a graphic example of this approach that shows a comparison of the cumulative percent survival over time between a control and treatment group. Based on visual inspection alone, it appears that the treatment improves survival over time. 
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Figure from GraphPad Software (2003). Kaplan-Meier Survival Analysis. Retrieved July 14, 2006 from http://graphpad.com/prism/learn/survival%20analysis.pdf
Unfortunately, as time progresses and the number of survivors decreases, prediction becomes less and less precise (this imprecision can be plotted as confidence intervals around each survival curves). Indeed, one can reach the point in such studies where there are simply too few patients to estimate the probability of subsequent survival. 

Relative Measures of Prognostic Risk (Proportional Risk). For simple situations involving a single factor with just two values (such as the treated vs. control groups in the above graph), Kaplan-Meier analysis is satisfactory. However, life is not simple, nor is prognosis. Prognosis is generally influenced by multiple factors. Moreover, these prognostic factors or predictors may be categorical-type data (e.g., gender, ethnicity, treatment group, etc) or continuous-type data (such as the age, weight, or drug dosage). 

To assess these more complicated (but more realistic) prognosis scenarios requires a more sophisticated approach than that afforded by with Life Table or Kaplan-Meier analysis. The most common approach to analyzing the effect of multiple risk factors on patient outcomes is Cox proportional-hazards regression. 

Common to other regression approaches, the Cox method predicts a dependent variable based on a linear combination of two or more independent variables. The dependent variable predicted via Cox proportional-hazards regression is the probability of the outcome event, e.g., death, or any other event of interest (the 'hazard'). The independent variables in the Cox model are the prognostic factors of interest. 

Unlike other forms of regression, Cox proportional-hazards regression uses information about time-to-event and censoring time. In this manner, the Cox method extends the Kaplan-Meier approach by allowing us to assess the effect of multiple prognostic factors on the shape of a hypothetical baseline survival curve. Like any survival curve, this hypothetical baseline survival curve starts at 1.0 (100% survival) and descends steadily as time progresses. However, as a baseline curve, it represents the average patient for whom each prognostic variable's effect is also 'averaged.' If significant, each prognostic factor or predictor in the Cox model will affect the shape of this hypothetical survival curve. A factor that increases survival (or puts off the occurrence of an event) will tend to decrease the downward slope of the curve, whereas a factor that hastens occurrence of the outcome event (e.g., death) will tend to increase the downward slope of the curve. 

The Cox method computes a coefficient for each prognostic factor that indicates both the direction and degree to which it would shift the survival curve (standard errors also are computed, allowing for both point and interval estimates of significance). A coefficient near 1 means that the prognostic factor has little or no effect on baseline survival. A coefficient > 1 indicates that the prognostic factor is positively associated with the outcome event (increasing its likelihood above baseline), whereas a coefficient < 1 that the prognostic factor is negatively associated with the outcome event (decreasing its likelihood below baseline). The “proportional hazards” assumption is that a one-unit change in the prognostic factor is associated with the same size change in the hazard, and that these changes are independent of the effect of both time and other prognostic factors. For example, if the hazard coefficient of a 20+ pack-year history smoking on myocardial infarction is 2 in a mixed age and gender prognostic study, then smoking doubles the risk of myocardial infarction at all ages included in the study, both among men and women. 

As an example of Cox proportional-hazards regression, Bennett et al. (1996)* conducted a prognostic study of mortality among a sample of elderly subjects ( ( 65 years old) that initially numbered 460, with 159 diagnosed with Parkinsonism. Over 9.2 years 276 of the 460 patients died (60%). As indicated in the table below, the outcome event (mortality) was determined to be associated significantly with age, sex, and Parkinsonism. 

            Cox Proportional-Hazards Coefficients (Predicting Mortality)

	Predictor/

Prognostic Factor
	Estimate of log (Hazard)
	Effect on Hazard
	p

	Age (years)
	0.06
	1.06
	<0.001

	Gender (male)
	0.38
	1.47
	<0.001

	Parkinsonism
	0.59
	1.80
	<0.001


In this example, the three prognostic factors are listed in the first column. The Estimate of log (Hazard) column provides the actual Cox model parameters for each prognostic factor, a logarithmic value (because the Cox model predicts a dichotomous outcome). This logarithmic value is exponentiated to obtain the actual coefficient for interpretation (the Effect on Hazard column). Interpretation of these coefficients is as follows:

· Each year increase in age increases the hazard of death by 6%

· Being male increases the hazard of death by 47%

· Parkinsonism increases the hazard of death by 80%

In addition, since the Cox method computes standard errors for all coefficients, both point and interval estimates of significance can be provided, as here (the p-values). In this example all three factors (age, sex, and Parkinsonism) are significant predictors of death among these patients. 
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If the effect were as large as this, would it be worth using?





.90-1.00 = excellent (A) 


.80-.90 = good (B) 


.70-.80 = fair (C) 


.60-.70 = poor (D) 


.50-.60 = fail (F)








*the 95% CI of any statistic = statistic  ( 1.96 x standard error of the statistic, e.g., the CI of  a sample mean = mean ( 1.96 x standard error of the mean. Since the standard error of a statistics equals the standard deviation of the sample divided by the square root of the sample size, the larger the sample size, the smaller the standard error and thus the smaller the CI.


* All ANOVA computations are based on the deviation or variance of subjects' measured values on the outcome variable from their means. This variance is measured as the sum of the squared deviations from the mean, the "sum of squares" or SS. The total SS across all subjects can be broken down into two components: the SS between groups (a measure of the difference between groups) and the SS within groups (a measure of the innate or random variation we expect among any group of subject on a given measure).  Thus the SS between represents systematic variation attributable to the treatment or exposure, whereas SS within represents random variation or error. The greater the ratio of systematic variance to error variance (the F-ratio), the less likely any difference we observe between groups is due to chance, i.e., the more likely that any observed differences are due to the treatment or exposure. 


* Several on-line calculators are available to do these sometimes complex computations, including the one used to calculate the above CIs (2-way Contingency Table Analysis) available online at:  � HYPERLINK "http://statpages.org/ctab2x2.html" ��http://statpages.org/ctab2x2.html�








* from Walter SD, Marrett LD, From L, et al. (1990). The association of cutaneous malignant melanoma with the use of sunbeds and sunlamps. Am J Epidemiol 131, 232-243.


* From the University of Toronto Department of Medicine Centre for Evidence-Based Medicine, Retrieved May 14, 2005 from  � HYPERLINK "http://www.cebm.utoronto.ca/practise/ca/harm/important.htm" ��http://www.cebm.utoronto.ca/practise/ca/harm/important.htm�


* For details on methods used to assess test agreement see Bland, J.M., & Altman, D.G. (1986).  Statistical methods for assessing agreement between two methods of clinical measurement. Lancet, 1(8476), 307-10. Available online � HYPERLINK "http://www-users.york.ac.uk/~mb55/meas/ba.pdf" ��http://www-users.york.ac.uk/~mb55/meas/ba.pdf�


   





* Data and ROC curve for T4 from Tape, T.G. Interpreting Diagnostic Tests. (University of Nebraska Medical Center). Available online at: � HYPERLINK "http://gim.unmc.edu/dxtests/Default.htm" ��http://gim.unmc.edu/dxtests/Default.htm�


* Bennett, D.A., et al. (1996). Prevalence of Parkinsonian signs and associated mortality in a community population of older people.NEJM, 334(2), 71-76.
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